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Introduction

In this document I lay out the planned structure for the herder decision-making model, the assumptions underlying the model, and my data requirements. This is a discussion document - I am very keen to receive feedback from project participants, both on the modelling approach and my data requirements. Please send comments to me at e.j.milner-gulland@ic.ac.uk.

The modelling approach

The model is a stochastic dynamic programming model. This type of model allows you to find the optimal strategy a herder should follow under stochastic conditions, so as to maximise wealth in the long term. This optimal strategy changes as the wealth of the herder changes (for example poor herders may choose to pasture their sheep close to home to keep travel costs low, while rich herders may find it optimal to travel to a distant pasture). There are certain constraints that limit the decisions that can be made (eg. the number of sheep must never be negative). Wealth is measured ultimately in monetary terms, but is stored both as money and as sheep. There are 3 variables that express a herder’s wealth: the amount of stored wealth (money), the total number of sheep owned, and the distribution of these sheep between condition classes.

To find the optimal strategy, the model is run for a large number of time steps. Each time step is one season. The modelling starts with the LAST time step, time T. In the last time step, we assume that all the sheep are sold, and then calculate the total wealth that the herder has at this point. Then we move back one time step, and run through all the possible decisions that the herder could make (which pasture to choose, what to spend on food supplements, how many sheep to kill), for all possible wealths of that herder (all possible combinations of stored wealth, condition class and total herd size). For example, if herders decide to move to the sands in winter, then the amount of food available to their sheep will have a given distribution (there will be a distribution rather than a set amount available because of climatic variability), and this distribution of food availability will lead to a distribution of changes in sheep condition, affected by the herder’s decision about whether to supplement the food or not. The probability of the sheep dying in the winter will also follow a probability distribution, dependent on the condition of the sheep (which depends on the decision to move to the sands and the decision as to whether to supplement the food). Thus as the herders move from season to season, their expected herd sizes and sheep condition scores change.

At time T-1, the optimal strategy (the set of decisions which maximises the wealth of the herder at time T) is very much conditioned by the fact that the herd will be sold in the next time step. Once we have the optimal strategy for time T-1, we go back one more time step, to T-2. Assuming that the herder will follow the optimal strategy at time T-1, and so expects to end up at a given level of wealth at time T, what is the optimal strategy to follow at time T-2? We continue stepping backwards in this way until we reach a point where the optimal strategy no longer changes over time, because we are so far away from time T that the final wealth no longer influences the decision-making of the herder. The decisions now are simply being made to maximise the chances of the herd staying viable over the long term. This is the optimal long term strategy for the herder, and is the strategy that we are (usually) interested in finding.

We can also run the model forwards in time, once we have found the optimal decision. The backwards model works with probability distributions (ie. if I start with a herd size of 10, and make a given set of decisions, I might have a 10% chance of ending the season with 8 animals, a 20% chance of ending up with 9, a 30% chance of ending with 10, a 20% chance of ending with 11, etc). Running the model forwards in time involves following a particular realisation of the model. So the herder makes the optimal decisions, but because of bad weather may start the winter with 10 animals and end it with 8. They then make the optimal decision for a herder with 8 animals in the spring, and by chance the weather is good, and they end the spring with 12..etc etc. If you run the model forwards many times you get a distribution of outcomes. You can compare that distribution with the distribution of outcomes given that the herder follows some other, usually simple, strategy. eg. you might compare a migration strategy with a stay-at-home strategy, and see how much worse one is than the other for a given level of herder wealth.

State variables

The state variables are the variables upon which the herder’s optimal strategy depends. There are many things that might affect the optimal strategy, but the modelling process is so computer-intensive that we need to keep the number to the absolute minimum. In this case, it seems necessary to have 3 state variables. These are:

1. Number of sheep. This seems uncontentious.

2. Condition of the sheep. This is included as a way of providing a memory of previous climatic conditions. It is extremely difficult to build into this kind of model any dependence of outcome on the climatic condition in previous time steps (because the model must be run backwards). Thus in the model, changes in state variables in each time step must be related only to things that happen in that time step. But clearly sheep mortality and fecundity rates do depend on whether last winter was good or bad, for example. By having condition as a state variable, we can assume that sheep which have experienced bad climate/underfeeding previously (and not died) are in poor condition this step, and thus more likely to die or not give birth in this step. If condition is used as a state variable anyway, relating the price of a sheep to its condition adds realism.

3. Stored wealth. This adds a lot of complexities, but is probably necessary. In truly subsistence systems, there is no stored wealth outside the flock itself. This is very useful, because then money can be ignored, and the herder simply tries to maximise herd size. But in this case, we know that key issues for the herders include their ability to purchase fodder and the costs of travel (which are not just expressed in terms of sheep mortality, but also in terms of petrol purchase etc). 

Another key influence on the herder's decision-making is pasture condition. This relates to land degradation from overstocking. If it were included as a state variable, there would be a problem with carrying over effects from one time-period to another. But as pasture condition is such a key condition, it needs to be addressed; the number of sheep on a pasture in previous time steps should have an impact on the food availability in the current time step. If a memory of previous overstocking were to be included as a state variable, this would have to be done in a similar way to sheep condition; e.g. if land degradation level is 3 and you graze on this land, then the food availability is X and the land degradation level next time would be 2 with a probability of 0.4, 3 with a probability of 0.4, and 4 with a probability of 0.2. If you don’t graze it, then it would be 2 with a probability of 0.2, 3 with a probability of 0.4, and 4 with a probability of 0.4. So even then you do not get a long memory, but just a link between this and next season’s degradation. Clearly degradation and recovery rates would vary by season and pasture type. 

An argument against including degradation as a state variable, apart from the increase in computer time, is that the long-term decision-making it leads to destabilises the optimal long-term strategy, so that it never settles down into an equilibrium strategy. This makes interpretation of the results very complex. For example, you might end up with a long-term cycle where you graze in an area until the degradation is high, then move to another area, then move back once the first area is recovered. This assumes that there is a finite availability of a particular pasture type, so the herders can’t just move within a pasture type when one area is degraded, but must actually move to a different type (remembering that when we are modelling the entire sheep population, not just one herder, the herd may be very large). 

Instead of including pasture condition as a state variable, it can be included as an external parameter. In this case, herder decisions are modelled for a given level of pasture degradation, and we can see how higher or lower levels of degradation affect that decision. This removes some generality from the model but makes it much more feasible. 

Decisions

Figure 1 illustrates the structure of a simple version of the model for a single time step (one season). In each time step there are 3 decisions to make:

1) A choice between 4 different pastures, each with an associated travel cost (both monetary and in terms of loss of sheep condition in transit) and a distribution of food availability, which varies with the season. 

2) Whether food supplements are given to the sheep. This needs to be expressed in the model as a discrete set of choices (ideally an either/or choice), but clearly there is a range of possibilities as to how much food can be given (see below).

3) How many sheep to kill at the end of the season, and of what condition. This affects the balance between stored wealth and herd size; you need to kill enough to cover the costs of the next season. Prices vary with condition, and possibly also with season.

Objectives

The herder’s objective is a fundamental building block for the model. I have stated it so far as wealth maximisation. However there are alternatives which will be tested. An interesting one to test would be to maximise number of sheep killed. This would be assuming that the provision of meat was paramount (perhaps the case in the Soviet system). The easiest way to get the optimal decision in this case is to set all monetary costs (fodder, travel) to zero, so that wealth depends purely on the revenues from kills, then maximise wealth as before. Another, which is appropriate for poor subsistence herders, is to minimise the probability of the herd falling below a threshold size. This objective could be related to the view of Turkmen herders that herds need to be over 100 animals to be sustainable.

Constraints

An obvious constraint is the herd size must never go below zero. There also have to be constraints imposed in terms of maximum herd size, and both wealth and the condition of the sheep must be bounded so that the model can be run.

The interesting constraints are those on stored wealth. One could be that stored wealth can never be negative. This assumes that the herder cannot get access to loans to tide them over, but must make all expenditures out of their own money.

Another scenario would involve removing this constraint, so that although the herder is maximising profits, they can have negative stored wealth at certain points; this would correspond to the provision of loans (probably easiest to assume government loans, with no costs attached, but a cost could be attached if necessary).

Other potential options to explore would be the scenario where production is subsidised, through a subsidy on fodder or travel costs. There might also be the possibility of adding a decision step about investment in pasture improvement, though this might be too difficult to be worthwhile (see below). 

Assumptions

There are many assumptions implicit in this model. Some are needed for the sake of simplicity (SDP models must be very simple or they don’t work). It would be helpful to know which assumptions you think are completely unrealistic, so that the model needs to be changed, and which can be lived with.

 No importation of sheep into the herd. The herd size can only be increased through reproduction. This could be changed without difficulty.

 No discounting of stored wealth. This is a difficult one. When we deal purely with money, then there is a need to discount, because the herder is looking from the perspective of the present, and money obtained in the future is worth less to the herder than money in the present. Discounting monetary wealth is straightforward, you just multiply the wealth obtained each year by a discounting factor. However, it isn’t so easy to discount wealth held in sheep in the same way, despite the fact that in a similar way to money, a larger herd in the future is not worth as much as a larger herd now. If you don’t discount stored wealth, then it could grow large enough in the longer term to eclipse wealth held in sheep, and distort decision-making.

 At time T, all sheep are sold and the final wealth of the herder is the stored wealth + revenues from sales. This assumption is a simple one, and is not all that important because the further away from T you are, the less relevant the assumption about final wealth becomes to decision-making (because a long way away the decision-making is fundamentally about staying alive).

 If herd size goes to zero, the herder has no option to rebuild their herd and stays at zero wealth for evermore (regardless of the amount of stored wealth they have). This is a logical consequence of there being no importation of animals. It is quite a good assumption inasmuch as the model will produce a worst-case scenario (it will show what proportion of herders at different starting wealths lose all their animals, which could be useful for policy). It makes the outcome of the model much more dependent on the dynamics of the herd than on stored wealth. It cuts out unrealistic options like selling all your sheep one season and then buying them back the next, and partly mitigates the discounting problem, because there is little advantage in ploughing sheep wealth into stored wealth, because the chances of going completely bust depend on herd size, so herders will always try to maximise their herd sizes to guard against this. I think this is more a realistic portrayal of herder behaviour than one in which they accumulate lots of monetary wealth.

 The time step is one season, not one year. This is a more natural division of time, given that the herders choose pastures season by season. It means that the optimal long-run decision is not static, but is a 4 time step cycle. 

 The pasture improvement decision would either require an annual cost (pay this season, and your quality improves just for this season), which is not very realistic, or yet another memory variable. So you would get a gradual decline in quality, and a decision each season as to whether to pay to improve it or not. It might be that the quality doesn’t affect food availability until it is below a threshold but the lower the quality gets before you invest, the more you need to invest to get it back up to the maximum level. Presumably you can’t just invest a little bit for a little improvement, but each investment must put quality back to the maximum value. Again, this has the problem that long-term decision-making destabilises the model. 

 Food availability in each pasture & season can be expressed as a probability distribution (depending on the climate). Food availability is a conflation of biomass and protein content into a single measure, and this might be difficult to do. We have to assume that there is a clear relationship between food availability per sheep and sheep condition. For example we could assume that each sheep gets an equal proportion of the food available regardless of its condition (and so of its need and its ability to fight for a share) - not true, probably, but perhaps the most realistic assumption assuming there is no data either way. I also wonder if it is realistic to conflate biomass & protein. For example how does a pasture with very low biomass but high protein compare to one with high biomass and low protein in terms of how it affects sheep condition? Is it easier to calculate a single food availability score to compare these pastures, or to link condition changes directly to the protein and biomass levels without the intervening step of availability? Also, I am so far ignoring water as an element of food availability. It is likely that in parts of the study area, water is a key constraint, and will need to be built into the food availability index.

The decision-maker

In this SDP model, we are looking at a single decision-maker. So if our model is for the state as a whole, we are finding the optimal stocking rates in terms of optimal pasture utilisation for the whole of the rangeland. This allows us, for example, to compare Soviet strategies with the optimum we come up with. Even now, this kind of approach would be useful for policy-makers, as it would suggest the “ideal” pasture use that agricultural policy might be aiming to achieve.

However, the other side of the issue is the behaviour of the individual herder, with a small herd. We are interested in when it is worthwhile for herders to migrate, and when it is optimal to stay at home. Then we can predict individual herder behaviour, and test various policy measures that might help herders, or that might change their behaviour (such as loans, subsidised fodder). We can also predict the likelihood of losing all one’s animals given a starting herd size.

In order to look at individuals, we can remove the feedback between the number of sheep in the herd and food availability. This is because we assume that an individual herder has a herd too small to influence the overall level of degradation and food availability in an area. 

Scaling up from individual behaviour to the system as a whole, with all the herders in an area acting separately in their own interests, means expressing the model as a stochastic dynamic game. This is because the decisions of each individual depends not only on their own state but the decisions of every other herder in the area. This is a much more complex modelling task. It may be feasible, but if not, there is a way to get round the problem. This involves asking what a single herder would do given a particular level of degradation and food availability in each pasture. Then we can see how an individual’s behaviour would change as degradation worsened, for example. This fits neatly into the SDP framework already developed above. The disadvantage is that it is harder to verify the model’s results in a quantitative way from real data, even though qualitative predictions are possible.

Data requirements

For each of these data types, I list the Work programmes that would be involved in obtaining these data. The data must all be collected for the study villages in which WP3 is working, although data collected on a larger scale by WPs 1-4 will also be useful. I will use the data collected by WP5 for model validation purposes.

Structural data

(  Very broadly, what are the key limiting factors which determine herder decision-making in the different study areas? How does the decision-making unit relate to a household? How does flock size as a management unit differ from the number of sheep a decision-maker actually owns? (WP4, 5)

( The availability & reliability of external income sources, and whether the receipt of these income sources affects household decision-making about herd management. The composition of the household, and the level at which decision-making about herd management takes place. There is a need to ensure that we are modelling the system using the correct objectives to be maximised - a household's objective in herd management is likely to be dependent on whether the herd is the sole income source. (WP4).

Cost-benefit data

 The cost to the herder of getting to a given pasture type, and whether these costs vary by season. The influence of location in the previous season on costs. In order to minimise the number of variables, I would like to assume that transport costs are independent of previous location (ie they travel out each season from a central point). The costs are of 2 kinds; a reduction in condition of sheep during transit (WP3), and a monetary transport cost (WP4).

 The monetary costs and benefits of food supplementation, by season. Clearly the benefits of the supplement to the sheep will depend on the type of supplementation (hay or kombikorm), as will the cost. I will need to simplify the modelled decision about supplementation, despite the complexities of real life. For example, the supplementation could either be zero or be enough to ensure that total food/sheep is just above the threshold level to prevent condition declining. (WP3, 4)

 Price paid per sheep killed, and the factors that influence it (e.g. condition and season). Costs to the herder in killing the sheep (eg. in taking them to market). Does the cost depend on the pasture that they were on, e.g. because of distance from the market? (WP4)

( The amount of meat required for household consumption, by location, season and household type. (WP4)

Ecological data

 I assume in the simple model that we have 4 pasture types and 4 seasons, corresponding to a typical Kazakhstan 4-season migration. The first step is to clarify what the pasture types and seasons are for the particular study areas we will be investigating, and whether they differ, e.g. between Kazakhstan and Turkmenistan. (WP2, 5)

 For each pasture type and season, a distribution of forage availability, dependent on the climate. Total forage availability will involve calculation of the total area of each pasture type, multiplying it by the forage availability per hectare, and then dividing it by the number of sheep on the pasture. (WP1, 2, 3)

( Forage availability will require estimates of mean forage composition by season (biomass, protein levels) for each vegetation community, and the variability around this mean. I will need data on the effects of stock numbers on the availability of each forage type, both within seasons and in the longer term (due to degradation). (WP2)

 Changes in sheep condition and sheep survival in each season and pasture type, dependent on the amount of natural food availability and the amount of food supplementation. In terms of data supplied, I need to know which elements of natural and supplementary forage impact on sheep nutrition and in what way, and how nutritional status impacts on sheep performance (survival, fecundity). In terms of the modelling, I am aiming at producing simple threshold conditions for each season whereby there is a single index of food availability, and condition declines if food availability < X and increases if it is > Y. In terms of modelling mortality, I suggest all sheep below a threshold condition automatically die, and then there is a probability of death that decreases with increasing condition above this level. I will probably use a binomial distribution to represent mortality rates. (WP3)

( Water availability by pasture and season, and its influence on sheep condition and survival. (WP2, 3)

. Birth rates of the sheep and the factors that affect them (e.g. nutritional status). I would like to make the modelling of this quite simple and deterministic, keeping the main effect of climate on mortality rates rather than birth rates. For example, all sheep with a condition score > Z in the spring give birth to a single lamb (or twins?). But I would link maternal condition indirectly to lamb mortality by having the condition score that the lamb starts with linked to the condition that the mother is in when she gives birth. This has the advantage of providing an implicit memory of the effect of the previous winter’s climate on lamb survival. (WP3)

 The condition of lambs at birth, neo-natal survival, and factors affecting it. I would like to model this by assuming that lambs start their lives at a low condition score. This again is biologically realistic, and it implicitly gives a higher juvenile than adult mortality without the need to keep track of the age structure of the herd. (WP3)

Modelling time frame

Because I can't begin the final modelling until the work by the other WPs is complete, I am working to a very tight timeframe. In order to ease this, I would like to get as far as possible with my work before the final data processing by the other WPs is complete.

Months 1-18. Develop a generic model for the system. For this I need inputs from people about:

i) Your views on the fundamental assumptions of the model, the modelling method and model structure. 

ii) Any generic models that WP3 & WP4 expect to fit their data to. In particular, if WP3 has a generic sheep production model, this would be useful to have, as I could build the sheep population dynamics section of my model around this model. 

iii) It would be useful to have examples of the formats in which I will receive data from the other WPs. This will allow me to develop methods for extracting the data that I need in advance.

Months 18-24. Parameterise models based on real data collected by WPs 1-4.

Months 24-30. Validate models using data collected by WP5.

Months 30-36. Finalise models and write up results.

Figure 1. Steps in a simple SDP model, illustrated for a single season
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